
Table 1: Temporal grounding and complex reasoning under the shared 256-frame protocol. Temporal
grounding uses mIoU; reasoning columns use official benchmark scores. Bold marks the best score
within each backbone group.

Model Temporal Grounding Complex Reasoning

QV
Highlights

Activity
Net

Charades
STA

Video
Holmes

Video
MMMU

Video
TT E.T. Bench

Qwen3-VL-4B Backbone

Qwen3-VL-4B [4] 54.31 41.99 43.64 39.96 55.44 36.90 34.55
+ SFT-Desc 55.63 42.18 43.52 41.26 55.00 41.70 32.57
+ SFT-DVC 57.13 42.36 40.18 41.97 56.22 41.20 37.78
+ EventLens 58.50 45.76 47.99 40.28 55.56 38.80 41.47

Qwen3-VL-8B Backbone

Qwen3-VL-8B [4] 50.03 39.96 44.79 39.96 60.11 40.00 32.77
+ SFT-Desc 51.44 39.70 44.80 42.24 58.00 41.80 33.67
+ SFT-DVC 57.61 43.70 42.56 42.57 57.33 42.00 39.45
+ EventLens 59.12 46.35 48.25 40.07 59.44 39.60 38.40

Table 2: General and long-video QA under the shared 256-frame protocol. Columns use official
benchmark scores. Bold marks the best score within each backbone group.

Model General Video QA Long Video QA

MV
Bench

Temp
Compass

AoT
Bench

Vino
Ground

Video
MME MLVU LongVideo

Bench

Qwen3-VL-4B Backbone

Qwen3-VL-4B [4] 62.55 74.96 53.64 37.00 65.00 56.77 60.70
+ SFT-Desc 64.62 76.35 54.39 41.40 64.30 56.77 61.30
+ SFT-DVC 64.70 75.93 54.12 40.20 65.00 58.17 62.10
+ EventLens 63.90 75.12 53.99 45.00 65.30 58.37 61.60

Qwen3-VL-8B Backbone

Qwen3-VL-8B [4] 64.08 76.74 54.84 40.20 66.70 57.97 59.90
+ SFT-Desc 66.25 77.39 54.87 41.00 67.10 55.58 60.00
+ SFT-DVC 66.07 77.81 55.12 41.80 67.20 57.97 60.10
+ EventLens 65.42 77.17 54.55 47.20 67.50 56.77 60.60

variant in every temporal-grounding column, while structured reasoning gains concentrate on event-
sensitive benchmarks such as E.T. Bench and VinoGround. On broad QA benchmarks, EventLens is
not uniformly better than SFT baselines, which is expected because these benchmarks mix temporal
reasoning with caption-style semantics, object recognition, and answer-format alignment. The impor-
tant observation is that EventLens preserves comparable broad-QA performance while producing
larger gains on the temporally targeted evaluations.

Table 3: Comparison with existing video post-training methods on Qwen2.5-VL-7B. Charades-STA
and QVHighlights report mIoU; VinoGround reports the Text score and E.T. Bench the average score.

Model Charades
STA

QV
Highlights

Vino
Ground E.T. Bench MV

Bench
LongVideo

Bench

Qwen2.5-VL-7B [5] 38.34 27.66 29.40 30.96 63.38 59.20
Video-R1-7B [17] 28.80 22.33 31.20 29.50 60.27 56.20
EventLens-7B 42.70 43.79 41.00 35.85 64.00 58.60

This pattern extends to the Qwen2.5-VL-7B comparison with other video post-training methods (Ta-
ble 3). The gains again concentrate on temporal grounding and event-sensitive reasoning, supporting
event-structure recovery as a transferable training objective across the two Qwen-VL generations.
Additional comparisons are reported in Appendix G.
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