
4.3 Ablation studies

Table 4: Teacher consolidation and task-composition ablation on Qwen3-VL-4B. R1–R3 denote
segmentation, progression, and relation teachers. Full MT-OPD is EventLens with all three teachers;
the single-teacher oracle selects the best individual score per metric.

Variant TimeLens E.T. Bench Video
MME

Vino
Ground

Video
TT Holmes MLVU LongVideo

Bench
avg mIoU Avg Avg Score Score Acc Avg Avg

Base 46.65 34.55 65.00 37.00 36.90 39.96 56.77 60.70

R1 teacher 50.84 40.34 65.30 39.20 38.20 40.12 58.76 61.10
R2 teacher 50.76 40.94 65.40 45.40 39.50 40.61 59.76 61.80
R3 teacher 50.96 39.87 65.00 37.80 37.20 39.19 57.57 61.60
Single-teacher oracle 50.96 40.94 65.40 45.40 39.50 40.61 59.76 61.80

MT-OPD (R1+R2) 50.73 41.44 65.40 45.00 39.50 40.72 59.36 61.70
Full MT-OPD 50.75 41.47 65.30 45.00 38.80 40.28 58.37 61.60

Teacher specialization is complementary. Table 4 separates the task-specialized teachers before
they are compressed into one student. The single-teacher rows do not reveal a universal best teacher:
different skills lead on target temporal grounding, retention, and reasoning metrics. The teacher
oracle is therefore an upper envelope, not a deployable policy. MT-OPD recovers most of this
envelope in one student, which supports the consolidation objective. Adding the relation teacher
keeps temporal-grounding strength and slightly improves the event-centric reasoning average, but
does not dominate every retention metric.

Table 5: Direct validation of recovery capabilities
on Qwen3-VL-4B. R1–R3 denote segmentation,
progression, and relation scores.

Variant R1
Seg.

R2
Prog.

R3
Rel.

Base 0.399 0.550 0.555
R1+R2 0.589 0.680 0.574
R1+R3 0.592 0.590 0.708
R2+R3 0.444 0.700 0.705
Full MT-OPD 0.588 0.685 0.706

Direct validation separates the skills. Omit-
ting each recovery objective reduces its cor-
responding capability. Adding R3 to R1+R2
improves relation reasoning while preserving
segmentation and progression, showing that
inter-event dependencies complement bound-
ary and intra-event skills. The full student
stays within 0.015 of the best score in each
column. MT-OPD thus retains complementary
recovery capabilities in one model (individual
teachers in Appendix E).

MT-OPD mainly changes the optimization pathway. Direct Mixed-GRPO exposes one policy to
heterogeneous rewards whose scales, sparsity patterns, and output formats differ across segmentation,
progression discrimination, and event-relation reasoning. EventLens instead lets each teacher first
solve a cleaner task-specific RL problem, then trains the student from dense top-k token distributions
on its own trajectories. This converts sparse verifier outcomes into smoother token-level training
signals, providing a mechanism for the faster student-stage transfer in Fig. 4: MT-OPD reaches a
comparable transfer regime after roughly 13 hours, while direct Mixed-GRPO needs roughly 37
hours.

4.4 Analysis: Understanding transfer

Why event-structure recovery transfers. EventLens transfers across tasks because its proxy
supervision does not teach a particular downstream output format; it teaches the model to bind
textual decisions to visually grounded temporal units. Segmentation, progression, and relation
tasks use interval lists, direction judgments, and choices or permutations, yet transfer to timestamp
localization, event-level QA, and long-video QA. The common operation is boundary-sensitive
temporal comparison: the model must identify when an event starts and ends, decide whether a
state transition is plausible, and select the neighboring event that best preserves the visual process.
This inductive bias explains why gains are most stable on temporal grounding and event-sensitive
reasoning, where success depends on localized temporal evidence.
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